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Abstract

This report describes optimisation algorithms for for search of a worst case ma-
noeuvre. The search is performed by global and local optimization algorithms, over
a parameter space consisting of pilot inputs, wind perturbations, aerodynamic co-
efficient uncertainties and initial flight conditions. Two software packages has been
implemented. In the first package, the main focus is on a quasi-Newton method for
noisy optimisation problems. A cyclic optimisation method is also described, mainly
intended as a termination algorithm, applied after the quasi-Newton method in or-
der to confirm local minima on noisy optimisation problems. In the second package,
four methods for global optimization in a bounded real-valued domain have been im-
plemented. Differential Evolution, Genetic Algorithm and Evolution Strategies are
population based stochastic search algorithms. Dividing Rectangles is a deterministic
sampling method. A deterministic local method, Pattern Search, is also implemented.

Contents

Contents 3

1 Introduction 5

2 Worst case pilot input problem 6
2.1 Clearance criteria for worst case pilot input . . . . . . . . . . . . 6
2.2 Optimisation problem . . . . . . . . . . . . . . . . . . . . . . . . 6
2.3 Methods and software . . . . . . . . . . . . . . . . . . . . . . . . 7

3 Local Methods 8
3.1 Quasi-Newton method . . . . . . . . . . . . . . . . . . . . . . . 8
3.2 Quasi-Newton updates . . . . . . . . . . . . . . . . . . . . . . . 10
3.3 Eigenvalues of approximate Hessian . . . . . . . . . . . . . . . . 11
3.4 Dimension Reduction . . . . . . . . . . . . . . . . . . . . . . . . 12
3.5 Derivative Approximation . . . . . . . . . . . . . . . . . . . . . . 14
3.6 Fast gradient approximation . . . . . . . . . . . . . . . . . . . . . 15
3.7 Line search . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

3



COFCLUO D2.5.5: Final Report WP2.5

3.8 Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
3.9 A cyclic coordinate descent method . . . . . . . . . . . . . . . . 17
3.10 Convergence . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19
3.11 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4 COFOPT 26
4.1 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
4.2 Differential Evolution . . . . . . . . . . . . . . . . . . . . . . . . 31
4.3 Genetic algorithms . . . . . . . . . . . . . . . . . . . . . . . . . . 32
4.4 Direct . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34
4.5 Pattern search . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35
4.6 Evolution Strategies . . . . . . . . . . . . . . . . . . . . . . . . . 35
4.7 An Airbus/COFCLUO example . . . . . . . . . . . . . . . . . . . 36

Bibliography 41

4



D2.5.5: Final Report WP2.5 COFCLUO

1 Introduction

Modern aircraft use fly-by-wire flight control systems (FCS) to enhance han-
dling qualities, safety and controllability. But the introduction of fly-by-wire
systems (i.e. the aircraft becomes computer controlled) also introduces the
possibility of unwanted dynamical properties like instabilities and other uncon-
trollable modes through the design of flight control laws (FCL). The process of
clearing the FCS, proving to the authorities that it fulfils all requirements, be-
comes an increasingly expensive and time consuming task as the FCS becomes
more complex.

In principle it must be shown that for each point of the flight envelope,
for all possible aircraft configurations and for all combinations of parameter
variations and uncertainties, there should be no possibility to drive the aircraft
into an uncontrollable state. This is however very difficult since there are
infinitely many combinations of flight modes, aircraft configurations and pilot
inputs to analyse. The required clearance criteria, often expressed as stability
and handling requirements, are somewhat rationalised, but computationally
expensive. Typically, the criteria cover both linear and nonlinear stability, as
well as various handling and performance requirements.

Current flight clearance schemes employed by the European aerospace in-
dustry rely heavily on exhaustive search for dangerous cases by gridding tech-
niques whereby the various clearance criteria are evaluated for many combina-
tions for different values of the aircraft’s uncertain parameters. This process
is repeated over a grid of the aircraft’s flight envelope and for different flight
cases. Obviously this is a costly process.

There is a need to improve flight clearance methods and a promising ap-
proach is to use optimisation based methods to find the cases in the flight
envelope where the combination of parameter values and control inputs per-
forms worst.

The aim with the current project is also to extend the clearance criteria with
the goal to find unstable or in other way undesired behaviour of the closed-loop
system pilot-FCS-aircraft in a complete search without decomposing the system
into separate linearised parts which might result in overlooked dangerous cases.
The challenge of this approach is to parameterise the pilot signal in an efficient
way, allowing for all possible pilot inputs to be represented with a small set of
parameters.

In chapter 2 we give an overview of the worst case pilot input problem. In
the project COFCLUO we have developed two software packages [31, 1] for
solving the worst case pilot input problem. The idea behind those packages
are described in chapter 3 and 4. The first package focus on local methods and
particularly the quasi-Newton method. Also a cyclic optimisation method is
described. The second package focus on global methods. Two population based
global methods, Differential evolution and Genetic algorithms, are discussed.
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Also the deterministic global method DIRECT, as well as the local method
Pattern search, are discussed.

2 Worst case pilot input problem

2.1 Clearance criteria for worst case pilot input

We would like to capture the worst possible behavior based on the pilot input.
In order to do so we need to design a way to measure the worst possible be-
havior. Simplified measures, criteria, can be designed by taking the maximum
of relevant flight variables, e.g. the load factor

cnz (p, e,u) := max
t∈[0,T ]

nz(t) (1)

The vector p is a parameter vector containing pilot signal parameters, e Flight
Condition (FC) parameters at t = 0, and u uncertainty parameters. The
criteria for other flight variables is given in a similar way, for example the
angle of attack.

In [35] a more complex criterion for worst case pilot input is described.
Several flight variables are captured in the same criteria, namely the angle of
attack α and side slip angle β and the normal load factor, nz, which are called
the indicator variables. The indicator variables are put into a vector y and S
is defined as the safe set of indicator variables. The criterion for worst pilot
input cwpi(p, e) is a minimum signed distance defined by:

cwpi(p, e,u) = min
t∈[0,T ]

s(y(t), ∂S) (2)

where y(t) = [α(t), β(t), nz(t)]T are the values of the indicator variables at
time t and ∂S is the boundary of the set S The function s(z, ∂S) ∂S is the
signed distance between the point z and ∂S.

2.2 Optimisation problem

The optimisation problem can be set up as follows. Put the point in the flight
envelope e and the parameter vector p together into a single vector x

x :=

p
e
u

 (3)

and define the object function f as

f(x) := c(p, e,u) (4)

where c corresponds to the criterion (1). The resulting optimisation problem
will be

max
x∈X

f(x) (5)
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where X is the set of possible x. Here the set X can be described by simple
bound constraints, i.e.

xmin(i) ≤ x(i) ≤ xmax(i) (6)

where e.g. x(i) is the ith component of the vector x. Thus the optimisation
problem is a real valued optimisation problem with a nonlinear object function
and simple bound constraint.

Practically, in many cases the object function is evaluated through a sim-
ulation. In our work we have used a Matlab/Simulink environment. Further,
the object function is expected to be noisy since it is evaluated through a
simulation. The object function is also expected to be multi-modal.

The flight clearance problems addressed in this report are stated in [27] A
background on the formulation of the worst case pilot input problem in terms of
global optimization is given in [29] and [16] presents a summary of the benefits
and drawbacks of optimization based clearance.

Several works of optimisation based clearance are using simulation of the
nonlinear model together with a fixed pilot signal over a parametric uncertainty
set. The evaluated criterion is the normal load factor, nz or angle of attack,
α exceedance criterion. In [12, 11, 22, 21] the pilot signal is a fixed ramp or
step function, and in [10] the pilot signal is the klonk signal, a fixed sequence
designed to cause the worst possible behaviour.

None of the above methods cover the case of a general time dependent pilot
input signal.

A few works have been done with a parameterised pilot input signal of pulse
type [28, 23]. It should be noted that these methods only use a finite discrete
parameter set so that a pulse can only take on few discrete levels.

In this work, the pilot signals are discretised by a finite number of param-
eters. However, differently from [28, 23], the parameters are real valued and
can take all values in a finite interval. Some preliminary results are presented
in [30].

2.3 Methods and software

We have implemented and developed both local and global optimisation meth-
ods in two different software packages for search of a worst case manoeuvre,
that results in a worst case flight envelope violations. The search is performed
by global and local optimization algorithms, over a parameter space consisting
of pilot inputs, wind perturbations, aerodynamic coefficient uncertainties and
initial flight conditions. Both packages uses parallelism in order to evaluate
the objective function in parallel on different data.

In the package [31], the main focus is on a quasi-Newton method. Quasi-
Newton methods is a family of methods which uses an approximation of the
Hessian of the objective function instead of the Hessian in the quadratic model.
The approximate Hessian is updated in every iteration based on gradient in-
formation, which is computed through finite differences. A cyclic optimisation
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method is also described, mainly intended as a termination algorithm, applied
after the quasi-Newton method in order to confirm local minima on noisy op-
timisation problems.

In the package [1], four methods for global optimization in a bounded
real-valued domain have been implemented. Differential Evolution, Genetic
Algorithm and Evolution Strategies are population based stochastic search
algorithms. Dividing Rectangles is a deterministic sampling method. A de-
terministic local method, Pattern Search, is also implemented. All methods
are derivative free, i.e. they do not use gradient information, only evaluations
(sampling) of the objective function. A deterministic method gives exactly the
same result each time it is called with unchanged inputs. The optimizers have
a common input/output format in order to make them easy to use.

3 Local Methods

This part of the report describes optimisation algorithms for local methods
for search of a worst case manoeuvre. The main focus is on a quasi-Newton
method. A cyclic coordinate descent method is also described.

The objective function evaluation, which is based on simulation of the Air-
bus model [13], are quite noisy. The aim is to design a local method that
has high convergence rate with respect to the number of objective function
evaluations, and in the same time is robust enough to handle the noise. The
quasi-Newton method is a good candidate since, only gradient information is
needed which can be approximated through finite difference, the Hessian is ap-
proximated as the method iterates. The method has superlinear convergence
under certain conditions [14], and can be used in the inner loop of implicit fil-
tering and the overall method gets superlinear convergence on some problems
with oscillations that decay near minima [3]. The challenge is to keep some of
these properties on a much harder problem, the quite noisy Airbus optimisation
problem.

The cyclic coordinate descent method is more robust than quasi-Newton,
but had slower convergence rate. The method minimises the objective function
with respect to one variable at a time in a cyclic way. Our intention is to use it
after a run of the quasi-Newton method in order to confirm the local minima,
or take the last steps in order to converge to a local minima.

In the results, we illustrate that our method is able to converge on the
Airbus optimisation problem, while the Matlab function fmincon does not. The
Matlab function fmincon implements a method based on sequential quadratic
programming and the BFGS quasi-Newton update.

3.1 Quasi-Newton method

Quasi-Newton methods is a family of methods which uses an approximation
of the Hessian Bk of the objective function instead of the Hessian Hk in the
quadratic model. The approximate Hessian Bk is updated in every iteration
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based on gradient information. For a more in depth discussion about quasi-
Newton method than given here see [14, 25, 36, 9, 29].

Local gradient based methods with Hessian approximation using quasi-
Newton updating schemes is an interesting candidate for flight clearance. The
advantage is that only gradient information is needed, which can be computed
using finite difference approximations in O(n) function evaluations, and thus
avoiding to directly computing the more expensive Hessian, which can be ap-
proximated in O(n2) function evaluations using finite difference approxima-
tions. The disadvantage is that their performance degrade when the the func-
tion evaluations can not be done accurately enough, which is often the case
with simulation based evaluations of objective functions.

In the algorithm below, the vector g is the gradient, the matrix B is a quasi-
Newton approximation to the Hessian H, U is a low rank updating matrix of
the approximate Hessian, usually of rank one or two. Further P is a projection
onto the domain given by the simple bound constraints.

initialise x0

for k = 1, . . . until convergence
Estimate the gradient g(xk)
Update the approximate Hessian B = B + U

Set B̂ = B and change eigenvalues of B̂

z = −B̂
−1

g Compute a search direction
γk : minγk

f(xk + γkz) Compute a step length
xk+1 = xk + γz Compute a new iterate
xk+1 = Pxk+1 Project

end

The eigenvalues in B̂ are changed in order to ensure that the matrix B̂ is
positive definite. For the updating matrix U , we have implemented both the
the symmetric rank one (SR1) update scheme and Broyden-Fletcher-Goldfarb-
Shanno (BFGS). The matrix U depends on B,xk,xk−1, gk, gk−1.

We will here describe further development of this basic idea of quasi-Newton
method for flight clearance based on pilot signals. The major points are

• The cost of computing the objective function evaluations based on simula-
tion totally dominate. Thus, the cost of numerical linear algebra compu-
tations like eigendecomposition of the approximate Hessian is negligible.

• The method will in every iteration adapt the dimension due to

– Causality: Small changes of the interpolated values of the piecewise
linear pilot signal that occur later than the time for the maximum
flight variable (for example maximum alpha) will not effect the com-
puted objective function. The gradient g is zero for those entries.

– Boundary: When one of the variables x(i) hit the boundary de-
scribed by the simple bound constraints, and the gradient wants to
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drive the variables x(i) outside the domain, the dimension can be
reduced by one for a few iterations.

• Greedy computation: Costly computation like gradient computation through
finite difference is not done before it is needed. As a result, some gradient
gradient information may not be computed.

3.2 Quasi-Newton updates

The update matrix U of the approximate Hessian Bk is usually of rank one or
two and usually depends on B,xk,xk−1, gk, gk−1, see [14, 25, 36, 9, 29]. We
will now give a short review of the theory of quasi-Newton updates.

Let yk and sk be defined as

yk = gk+1 − gk (7)

and
sk = xk+1 − xk (8)

From the mean value theorem one has that

gk+1 − gk = Hksk +
∫ 1

0

(H(xk + ξsk)−H(xk))skdξ, (9)

where sk = xk+1 − xk. In Quasi-Newton methods the standard way is to
require that the following condition holds for the approximate Hessian Bk+1

Bk+1sk = yk (10)

The above condition is called quasi Newton condition.
The approximate Hessian Bk+1 at iterate k + 1 is computed through an

updating procedure from the approximate Hessian Bk at iterate k

Bk+1 = Bk + Uk (11)

The updating matrix Uk is usually of low rank and consists of Bk, yk and sk.
We will now briefly discuss two updating schemes, the Symmetric Rank-One

(SR1) update, and Broyden-Fletcher-Goldfarb-Shanno (BFGS) update.

Symmetric rank-one (SR1) update

The symmetric rank-one update (SR1 update) is given by

Bk+1 = Bk +
1

(yk −Bksk)T sk
(yk −Bksk)(yk −Bksk)T (12)

and is defined if (yk −Bksk)T sk 6= 0. The update satisfies the quasi-Newton
condition (10) It has the property of hereditary symmetry. However it does
not have the property of hereditary positive definiteness.

10



D2.5.5: Final Report WP2.5 COFCLUO

Broyden-Fletcher-Goldfarb-Shanno (BFGS) update

The well known BFGS (Broyden-Fletcher-Goldfarb-Shanno) update is given
by

Bk+1 = Bk −
1

sT
k Bksk

BksksT
k Bk +

1
yT

k sk
ykyT

k (13)

and is defined if sT
k Bksk 6= 0 and yT

k sk 6= 0. It is a symmetric rank two update
and satisfies the quasi-Newton condition, (10). The update has the property
of hereditary positive definiteness if yT

k sk > 0.

Modifications

One important implementation detail is how to chose the start approximation
B0 of the approximate Hessian of the updates. Maybe the first choice would be
to choose B0 equal to the unit matrix. In [31] we discuss two other possibilities,
the start approximation equal to the zero matrix 0 and a diagonal approxima-
tion of Hessian. We will briefly discuss the use of diagonal approximation of
Hessian as a start matrix for the quasi-Newton updates. Such start approxima-
tion can be obtained with little extra computational cost, the diagonal entries
of H0 can be approximated by

B0(i, i) =
f(x + hei)− 2 ∗ f(x) + f(x− hei)

h2
(14)

the function evaluations f(x+hei), and f(x−hei) are computed through the
approximation of the gradient by the central difference, and f(x) in the line
search. It turns out that by the use of the start approximation (14), on some
problems, the quasi Newton method get a much higher convergence rate.

3.3 Eigenvalues of approximate Hessian

In order to avoid that the quasi-Newton method converges towards a stationary
point that is not a minimum, we need to make sure that the eigenvalues of the
matrix used in the computation of the search direction B̂ are positive. The
method that we have chosen is to simple reverse the effects of the (possible)
negative eigenvalues of the approximate Hessian B. Newton’s method that
uses modification of the (approximate) Hessian in order to ensure that it is
positive definite are referred to modified Newton’s method, see for example
[14].

We will assume that the gradient is not zero gk 6= 0, and that the ap-
proximate Hessian Bk is nonsingular. Consider the eigendecomposition of Bk,
Bk = UΛUT . By reversing the effects of the negative eigenvalues of Bk, we
get a descent direction. The scalar product between the gradient and the new
search direction zk = −B̂−1

k gk is

gT
k zk = −

n∑
i=1

sign(λi)λ−1
i γ2

i , γi = gT
k ui (15)

11



COFCLUO D2.5.5: Final Report WP2.5

which clearly is negative, and thus zk = B̂−1gk is a descent direction.
Modified Newton’s methods that directly modify the eigenvalues are best

in the sense that one can control the search direction, and in the end obtain
a better optimisation method. There are Modified Newton’s methods based
on Sylvester law of inertia and symmetric indefinite factorisation. The dis-
advantage with these methods are that they can control the inertia, but not
the eigenvalues them self. The advantage is that factorisation is cheaper than
eigendecomposition. Here, the cost of eigendecomposition is negligible com-
pared to objective function evaluations that is used in the process of updating
the approximate Hessian. For further discussion on modified Newton’s method,
[14].

3.4 Dimension Reduction

Causality

Due to causality, small changes of the interpolated values of the piecewise linear
pilot signal that occur later than the time for the maximum flight variable (for
example maximum alpha) will not effect the computed objective function. The
gradient g is zero for those entries. We will illustrate this by an example.

Given the values x1, . . . , x10 (stored in the vector x), and time instant
t1 = 1, t2 = 2, . . . , t10 = 10, the piecewise linear polynomial p(x, t) is defined
as follows

p(x, t) =



0 if t = 0
tx1 if 0 < t ≤ 1
xi(i + 1− t) + xi+1(t− i) if i < t ≤ i + 1, i = 1, . . . , 9
x10(11− t) if 10 < t ≤ 11
0 if t > 11

(16)

Let the variable x of the piecewise polynomial be our optimisation variable,
and maxt∈[0,12]α(t) be our objective function. In figure 1, the piecewise poly-
nomial function p(x, t) is plotted together with the response for a given instant
of x. Due to causality of the system, small changes of x7, . . . , x10 will not effect
the peak at t = 5.5. Thus, the gradient g is zero at the positions 7, 8, 9, 10.

gk(i) = 0, i = 7, . . . , 10 (17)

By keeping track of the time instant that the maximum flight variable
occur (for example maximum alpha), the optimisation algorithm can adapt the
dimension of the optimisation problem in order to avoid computing unnecessary
gradient information.
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Figure 1:

Boundary

Consider an iterate k of the optimisation problem where some of the variables in
the vector xk touches the boundary and the negative gradient wants to drive
them outside the box described by the simple bound constraints. At such
a point xk, the optimisation problem can be considered as an unconstrained
optimisation problem in a smaller dimension where the corresponding variables

xk(j) = xmin(j), g(j) > 0,

xk(l) = xmax(l), g(l) < 0,
(18)

are deleted.

Problem in smaller dimension

Let
p(xk + z) = f(xk) + zT g +

1
2
zT Hz (19)

be a quadratic model of the original objective function at xk. Further, let
I, J and L be the integer sets defined for all the integers i, j, l fulfilling the
equations (17) and (18) respectively. Further let M = I

⋃
J

⋃
L be the union

of the integer sets. And finally let V be the unit matrix with the columns,
em, m ∈M deleted.

Make a change of coordinates

z = V y (20)

and the quadratic model 19 can now be represented with respect to the basis
V as

p(xk + V y) = f(xi) + yT ḡ +
1
2
yT H̄y (21)
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where
ḡ = V T g, H̄ = V T HV (22)

Note that the matrix H̄ is simple the matrix H where the columns and rows
corresponding to the indexes M are deleted, and ḡ the vector g where the rows
corresponding to the indexes M are deleted.

These techniques can be used when xk hit the boundary in order to generate
a search direction. Further, the smaller dimension can be kept a few iterations
in order to save gradient computations. Eventually we need to compute the full
length gradient to see whether the gradient has changed sign at appropriate
indexes. The strategy for updating the integer set M is discussed in more
detail in [31].

The vector ḡ and the matrix H̄ are called the reduced gradient and the re-
duced Hessian in the context of rewriting a linear equality constrained optimi-
sation problem to an unconstrained optimisation problem of smaller dimension,
see for example [14, 25]. Note that in the original settings, the gradient g and
the Hessian H are first explicitly computed, and then the reduced gradient
ḡ and reduced Hessian H̄ are computed through projection and congruence
transformation (22).

Here, differently from its original usage, we will as far as possible avoid
computing components of the gradient g 1 and in the matrix H ( or in the
approximate Hessian B) that are not needed in order to reduce the number of
objective function evaluations needed, and the computation time.

Greedy computations

Since the algorithm will change dimensions adaptively in each iteration, the
gradient information will not be computed until it is actually needed, for ex-
ample in computing the approximate Hessians.

Note that the approximate Hessians of smaller dimensions H̄ can be com-
puted directly from gradient information ¯̂gk and iterate information ¯̂xk of small
dimension, for example through the SR1 updating procedure. There is no need
to compute the full order approximate Hessians H.

3.5 Derivative Approximation

In the quasi-Newton method we need to compute an estimate of the gradient,
but not of the Hessian in each iteration. The gradient can be estimated by
finite difference approximations in O(n) function evaluations and the Hessian
in O(n2) function evaluations. One of the biggest advantages in quasi-Newton
methods is that we avoid explicitly estimating the expensive Hessian.

The ith component of the gradient g can be estimated by the centered finite
difference scheme

g(i) ≈ f(x + hei)− f(x− hei)
2h

(23)

1we actually estimate the gradient through finite difference
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where ei is the ith vector of the unit matrix I and h is a fixed real-valued
constant. The truncation error is of O(h2)

Consider the function f(x)

f(x) = f̄(x) + ε (24)

where f̄(x) is the approximate function and ε is the error. When selecting the
step length h one need to balance the truncation error of the finite difference
against the impact of errors of the function evaluations in the finite difference
formulae. It can be show that to optimal selection of the step length h for the
formulae (23) is

h = cε
1
3 , c: constant (25)

3.6 Fast gradient approximation

We will assume that the function f(x) is defined through a set of ordinary
differential equations together with an output functional h depending of the
state trajectory z(·){τ,z(τ)), τ ∈ [t0, t]}. Further let p(x, t) be a piecewise
polynomial of the form (16).

ż = y(t, z, p(x, t)), z(t0,x) = z0

f(x) = h(z(·,x))
(26)

When approximating the gradient g through finite differences, the function
evaluations f(x+hei), f(x−hei), i = 1, . . . , n need to be done. If we already
have computed the trajectory z(·) corresponding to f(x), in order to compute
f(x + hei) we do not need to compute the trajectory z for the first i sampling
intervals, since the trajectories are the same for the first i time intervals. By
taking advantage of the above, and not recompute trajectories that agree on
some intervals, the time needed for gradient approximations can roughly be
reduced by half. This is not implemented using the model [13].

3.7 Line search

Ideally, in a line search we would like to find the step length a such that

min
a

f(xk + az) (27)

where z is the search direction.
However, to find a exactly is in general very expensive or impossible. A

sufficient good approximation can be done with backtracking and finding a
minimum of a quadratic interpolation polynomial.

In our implementation, we first try to find mina f(xk + az) on a grid of
points as follows

f(xk + akz) < f(xk + ak−1z)andf(xk + akz) < f(xk + ak+1z)
ak+1 = ak, a1 = 1, b ∈ (0, 1)

(28)
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Based on the points ak−1, ak and ak+1 and the object function values f(xk+
ak−1z), f(xk + akz) and f(xk + ak+1z) a quadratic interpolation polynomial
is constructed. The minimiser of the quadratic polynomial will be the new step
length a. An even better approximation can be found by constructing a new
quadratic interpolation polynomial on a smaller interval around the current
step length a.

Practically, one need to put a limit on the number of back tracking steps,
and interpolation steps. Hopefully one can find a step length a within the
budget such that

f(xk + az) < f(xk) (29)

and more, the decrease should be above a threshold, if not the stopping criteria
will stop the quasi-Newton iterations. The line search is designed to be a
sufficient good approximation of an exact line search, rather than sufficient
decrease in the sense of Armiljo [14, 25]. If the budget in the number of back
tracking steps, and interpolation steps is high enough, it will be a sufficient
good approximation to a exact line search for many optimisation problems.

There are two main reasons behind the choice of this strategy. The first
reason is that we believe that the cost of evaluating the gradient should roughly
be balanced against the cost of line search. In order to approximate the gradient
we use finite difference, in most cases central difference, which cost 2n objective
function evaluations. So we can use a quite high budget on the backtracking
and interpolation on the line search, and in the same time balance the cost
between gradient approximation and line search. The second reason is, to our
experience, it is important to perform a good line search on noisy problems in
order for the algorithm to converge against a local minima.

We have extended the basic concept described above by using two search
directions z1 and z2. The first search direction z1 can for example be defined by
the quadratic model in the quasi-Newton method, and the second by a scalar
time the gradient

z2 = −γg, γ > 0 (30)

First the step lengths a1 and a2 are found by the line search method de-
scribed above. Second, the following minimisation problem

min
λ

f(xk + λa1z1 + (1− λ)a2z2), λ ∈ [0, 1] (31)

is solved approximately. Last, the new iterate xk+1 is given by

xk+1 = xk + λa1z1 + (1− λ)a2z2 (32)

To our experience, if the object function is mainly quadratic, to use only one
search direction gives the best results. This is probably due to that the quasi-
Newton method construct a better and better approximation to the Hessian
as the iterations proceeds. To use a second line search, even if initially given
better results, will slow down convergence.

However, for noisy object functions, especially near local minima, to use
the two search directions can be of great advantage.
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3.8 Algorithm

Below we give our quasi-Newton algorithm

initialise x1

Estimate the gradient g(x1)
B = I Unit matrix as approximate Hessian
z = −B−1g Compute a search direction
for i = 1, . . . until convergence

γk : minγk
f(xk + γkz) Compute a step length

xk+1 = xk + γkz
xk+1 = Pxk+1 Project
Decide dimension for gradient computations
Estimate the gradient ḡ(xk+1)
Decide dimension for search direction
Update previous gradient information if necessary
Update B̄ (through SR1 or BFGS)
Set B̂ = B̄ and change eigenvalues of B̂

z̄ = −B̂
−1

ḡ Compute a search direction
z = V z̄ Search direction in large dimension

end

Basically, this is the algorithm that we have implemented in a Matlab/Simulink
environment.

3.9 A cyclic coordinate descent method

We have implemented a cyclic coordinate descent method that minimise the
objective function with respect to one variable at a time in a cyclic way, the
method is inspired by [20].

Further, the optimisation takes place on a grid of points, determined by the
step length hi for each coordinate, differently from its original settings where
the optimisation takes place in Rn.

Although the method can be used as an optimisation method by itself, our
intention in the development is to use it as an termination method, to use
it after the quasi-Newton method has terminated. The method requires no
derivative information or approximations of derivatives, it is a more robust
than quasi-Newton method, but has considerable slower convergence rate.

The idea is as follows. The algorithm tries to find a point x ∈ Rn such
that the objective function value f(x) reaches the lowest value compared to
the surrounding points on the grid, i.e. such that the following holds

f(x) < f(x + hiei) and f(x) < f(x− hiei) ∀i x(i) not on boundary (33)
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for coordinates x(i) not on the boundary. For coordinates x(i) that touches
the boundary described by the simple bound constraints

xmin(i) ≤ x(i) ≤ xmax (34)

the following holds

f(x) <f(x + hiei) and x(i) = xmin(i) ∀ix(i) on the lower boundary
f(x) <f(x− hiei) and x(i) = xmax(i) ∀ix(i) on the upper boundary

(35)

If such a point x ∈ Rn is found that the above holds, the algorithm terminate
and raise a flag with “lucky termination”.

The above guarantee that a local minima x ∈ Rn is found on the grid
determined by the step length h. But, it does not guarantee that x ∈ Rn is
a local minima. If the step length h is sufficiently small the above criterion
assures that x ∈ Rn is a sufficient good approximation to a local minima. It
is also important to select h large enough to avoid converging prematurely to
a “false” local minima.

For optimisation problem where the objective function evaluations are based
on simulations, it can be very hard to check if a point x ∈ Rn is a local minima
based on gradient and Hessian information. The accuracy in the gradient and
Hessian evaluations might not be suffiently high. Further, the approximation
of the Hessian can be very expensive through finite differences. In such cases
the above described strategy offers a good alternative.

Algorithm

In the algorithm below, in the first inner for loop, the algorithm check for which
indexes i the criterion for local minima (33),(35) do not hold. Those indexes
are collected in the integer set M. If the set M is empty after the exit of the
for loop, the algorithm returns and signals that a local minima is found. If the
set M is not empty, in the second inner for loop, for each coordinate i ∈M a
minimisation is performed on the grid defined by the fixed step length hi.

initialise x1, f(x1)
for k = 1, 2, . . .

M = ∅
decide dimension n̄, due to causality
for i = 1 : n̄

if relation (33) and relation (35) are not fulfilled
M = i ∪M

end
end
if M == ∅

return
end
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for i = 1 : n̄
if i ∈M

xk+1(i) = arg miny∈Y f(xk(1), . . . ,xk(i− 1), y,xk(i + 1), . . . ,xk(n̄))
Y : xmin(i) ≤ y ≤ xmax(i) and y = xk(i) + jh hi > 0, j:integer

end
end

end

The first inner for loop can easily be computed in parallel. The second
inner for loop can partly be speeded up by parallel computing.

3.10 Convergence

Consider the quadratic function

f(x) = bT x +
1
2
xT Bx (36)

where B is symmetric and positive definite.
In exact arithmetic, where B is symmetric and positive definite. If a quasi-

Newton method in the convex Broyden class, which SR1 and BFGS belongs to,
with exact line search is used in order to find the minimiser of (36), then the
method will terminate in m iterations, where m is less than or equal the dimen-
sion n of x, m ≤ n. Further xm = x∗. For further information, see [14, 36].
The quasi-Newton method converges superlinearly under certain conditions,
see [14].

The objective function evaluations of the Airbus optimisation problem are
quite noisy. Further, the use of finite difference in approximating the gradient
will slow down the convergence, since the gradient approximation will not be so
good. However, in the same time, finite difference approximation have a ability
to “step over noise” and will not as easily get trapped as if exact derivatives
are used on some problems, see for example [3].

Consider an objective function f(x) of the type

f(x) = fs(x) + φ(x) (37)

where fs(x) is a smooth function, and φ(x) is high frequency perturbation. In
[3], they show superlinear convergence of an implicit filtering algorithm under
certain assumptions of the size and the decay of the perturbation φ(x) near
a minimizer. The implicit filtering algorithm in [3] consist of a BFGS quasi-
Newton method with finite difference approximation of the gradient, which
is applied iteratively with smaller and smaller step size hi. In [3], they take
the view that the implicit filtering algorithm is a sampling method, just like
Nelder-Mead, multidirectional search and DIRECT. For more information on
the implicit filtering algorithm, see [15, 3]

In our case, the perturbation φ(x) will not decay close the minimizer, and
the perturbation φ(x) will consist of errors in the objective function evaluations,
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as well as perturbations and oscillations due to the modelling process. We
cannot easily distinguish between them. For example, the Airbus model use
an Ordinary Differential Equation (ODE) solver with fixed step length, so we
cannot estimate the error in the objective function evaluations by changing
the step size of the ODE solver. However, it is possible to get an estimate of
max |φ(x)|, see chapter 3.11.

Our strategy is to use the quasi-Newton method with a step size hi given
roughly given by (25), and ε replaced by an estimate of max |φ(x)|, in order to
“step over” the noise at the region further from the minimizer. Closer to the
minimizer, when the quasi-Newton method begin to fail due to the noise, we
use a second search direction z2 based on the negative gradient −g. The two
search directions are also combined in order to find a better direction of descent.
Even closer to the minimizer we use a cyclic coordinate descent method to take
our method to point where a sufficient good approximation of a minimizer can
be confirmed. In many cases, it is enough to just go though the first inner
for loop once of the cyclic coordinate descent method, i.e. to use the cyclic
coordinate descent method to get a confirmation of a local minimizer.

3.11 Results

Here we have applied the algorithm described previously to the Airbus model
[13], version D111 NonlinearModel issue7. A list of options to the quasi-Newton
method, description of scenario and computing environment is given in table
1.

Example 1

We have used 10 variables for each of the pitch and roll pilot signals respectively,
a total of 20 variables. We let the time between the interpolation points be 10
seconds. The criterion used is the maximum angle of attack, maxt α(t), and
thus the objective function will be f(x) = −maxt α(t).

In figure 2, the longitudinal and lateral pilot signal are plotted together
with the angle of attack α(t) corresponding to the starting point of the quasi-
Newton iterations. The dashed lines in figure 2 corresponds to the time instant
of the last interpolation point that will affect the maximum α(t) peak for small
changes of amplitude. In figure 3 we plot the maximum angle of attack α(t)
with respect to the number of iterations. The quasi-Newton method converges
after 14 iterations, and 781 objective function evaluations.

After the run of the quasi-Newton method, we run the cyclic optimisation
method. The cyclic optimisation uses the last iterate of the quasi-Newton
method as a starting point, and exit after the first inner for loop in the first
iteration, and thus the last iterate of the quasi-Newton method is confirmed as
a local minimizer in one iteration.

In figure 4, the longitudinal and lateral pilot signal are plotted together with
α(t) corresponding to the stopping point of the quasi-Newton iterations. The
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dashed lines in figure 4 corresponds to the time instant of the last interpolation
point that will affect the maximum α(t) peak for small changes of amplitude.

Estimate the step length in the finite difference approximation

The Airbus model use a fixed step length in the ordinary differential solver,
which makes it harder to estimate the error in the objective function evalua-
tions. Instead, we will estimate max |φ(x| in (37), locally.

Consider the function
h(y) = f(x + yei) (38)

Now, we let x be the starting point of the quasi-Newton method in example 1,
and let i = 1 corresponding to the first pilot signal parameter. Further f is the
max α(t) criterion. In figure 5 we plot h(y) (dots) for the values −0.2 : 0.01 :
0.2. We fit a quadratic polynomial by least squares, and the resulting function
is plotted with respect to y (solid line). By looking in the figure, one could
assume that taking h = 0.1 in the central difference approximation would be
sufficient in order to “step over” the noise, but not h = 0.01. From the figure
5, we see that max |φ(x)| < 5× 10−4, locally. And taking h = 0.1 is consistent
with (25).

Timing

The quasi-Newton method converges after 14 iterations, and 781 objective
function evaluations. Further, it took 7873 seconds using 4 cores on a computer
with two Intel Xeon at 2.66GHz processors with 4 cores each. Running the same
algorithm and settings, but in serial mode took 17213 seconds. The speedup
using 4 cores are 2.16, which should be compared to the speedup 3.19 obtained
for Monte Carlo simulations. The ideal speedup using 4 processors (or cores)
is 4. The main reasons this is not achieved is part of the code cannot naturally
be paralellised and the different cores uses the same main memory.

Comparison to commercial codes

First we will test the optimisation function fmincon in Matlabs optimization
toolbox. The function fmincon is built on Sequential Quadratic Programming
(SQP) and BFGS quasi-Newton updates. We use the same starting point
and criterion as the previous run with our quasi-Newton method, and further
the default options of fmincon is used. The method terminates after and 41
iterations 2020 objective function evaluations due to that the maximum number
of function evaluations was exceeded. The maximum α(t) at termination was
12.091. By checking the criterion defined by (33) and (35) one see that it
is not a local minima In figure 6 we plot the maximum α(t) with respect to
the number of objective function evaluations for fmincon. The convergence
rate is quite high in the first 200 objective function evaluations, after that
becomes the convergence very slow, and fmincon exit without converging to a
local minima. We run fmincon once more, now with the option for maximum
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Figure 2: The longitudinal and lateral pilot signal are plotted together with α(t) corre-
sponding to the starting point of the quasi-Newton iterations for example 1.

objective function evaluations set to 5000. The method exit without converging
to a local minima after 43 iterations and 5020 objective function evaluations.

Example 2

In this example, we use the same configuration as example 1, but with a dif-
ferent starting point.

In figure 7, the longitudinal and lateral pilot signal are plotted together
with α(t) corresponding to the starting point of the quasi-Newton iterations.
The dashed lines in figure 7 corresponds to the time instant of the last inter-
polation point that will affect the maximum alpha peak for small changes of
amplitude. In figure 8 we plot the maximum alpha with respect to the number
of iterations. The quasi-Newton method converges after 7 iterations, and 278
objective function evaluations.

After the run of the quasi-Newton method, we run the cyclic optimisation
method. The cyclic optimisation uses the last iterate of the quasi-Newton
method as a starting point, and the last iterate of the quasi-Newton method is
confirmed as a local minimizer in one iteration.

In figure 9, the longitudinal and lateral pilot signal are plotted together with
α(t) corresponding to the stopping point of the quasi-Newton iterations. The
dashed lines in figure 9 corresponds to the time instant of the last interpolation
point that will affect the maximum alpha peak for small changes of amplitude.
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Figure 3: The maximum alpha is plotted with respect to the number of iterations for the
quasi-Newton method in example 1.
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Figure 4: The longitudinal and lateral pilot signal are plotted together with α(t) corre-
sponding to the stopping point of the quasi-Newton iterations for example 1.
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Figure 6: The maximum alpha is plotted with respect to the number of objective functions
evaluations for the Matlab optimisation function fmincon in example 1.
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Gradient approximation Central Difference
Step length h 0.1 for pilot parameters
Updating scheme SR1
B0, start matrix of Q.N. update diagonal approx. of Hessian
Upper bound of pilot parameterss 16
Lower bound of pilot parametters -16
Speed 236 Knots
Altitude 31834 feet
Scenario AOA_protection1
Number of pilot signals used 2, longitudinal and lateral
Number of sampling points for each p. signal 10
Dimension of optimisation problem 20
Distance between sampling points 10 seconds
Starting time for simulation 10 seconds
Maximum simulation time 150 seconds
Options to quasi-Newton default options
Matlab version R2007b
Operating system Linux
Computer with 2 processors of type Xeon at 2.66GHz, 4 cores

Table 1: Optons to the quasi-Newton method, scenario and computing environment for
examples 1,2 and 3

Comparing example one and two illustrate that given different starting
points the quasi-Newton method may converge against different points.

Example 3

In this example, we use the same configuration as example 1, but with a dif-
ferent criterion, the maximum load factor maxt nz(t). In figure 10, the longi-
tudinal and lateral pilot signal are plotted together with nz(t) corresponding
to the starting point of the quasi-Newton iterations.

The dashed lines in figure 10 corresponds to the time instant of the last
interpolation point that will affect the maximum alpha peak for small changes
of amplitude. In figure 11 we plot the maximum nz(t) with respect to the
number of iterations. The quasi-Newton method stops after 6 iterations, and
454 objective function evaluations. The criterion maxt nz(t) corresponding to
the last iterate is 2.2301.

After the run of the quasi-Newton method, we run the cyclic optimisation
method. The cyclic optimisation uses the last iterate of the quasi-Newton
method as a starting point, and terminates in two iteration and 56 objective
function evaluations with a confirmed minimum and minimizer. The difference
in absolute value of objective function evaluation between the last iterate of the
quasi-Newton method and the cyclic method is 6e−6. Only the 7th lateral pilot
signal parameter differs between the last iterate of the quasi-Newton method
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Figure 7: The longitudinal and lateral pilot signal are plotted together with α(t) corre-
sponding to the starting point of the quasi-Newton iterations for example 2.

and the cyclic coordinate descent method. For the quasi-Newton method, the
coordinate is −10.4322 and 16 for the cyclic coordinate descent method.

In figure 12, the longitudinal and lateral pilot signal are plotted together
with nz(t) corresponding to the stopping point of the quasi-Newton iterations.
The dashed lines in figure 12 corresponds to the time instant of the last inter-
polation point that will affect the maximum nz(t) peak for small changes of
amplitude. The corresponding results for the cyclic coordinate descent method
is shown in figure 13

4 COFOPT

4.1 Overview

The main points of the COFOPT package are the following:

Model

In the present implementation, the Simulink model COFCLUO BF NonLinearModel.mdl
from the Airbus/COFCLUO package D111 NonlinearModel issue6 (henceforth
referred to as the “Airbus/COFCLUO package”) is used for time domain sim-
ulations.
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Figure 8: The maximum alpha is plotted with respect to the number of iterations for the
quasi-Newton method in example 2.

Parallel computing

It is highly recommended to parallelize the for-loop in objfunFlightDomProt.m
in order to speed up diffev.m and genetic.m. We supply a parallel version
of based on MATLAB Parallel Computing Toolbox.

Interfaces

The function x2simdata.m defines the interface between decision variables and
simulation parameters (the simdata structure). The arguments of envDistances.m
show what simulation output is needed. If you run another model, check that
its “simdata” structure is compatible with x2simdata.m and that its output
variables fit envDistances.m.

Criteria

Twelve different signed distances to the peripheral flight envelope are calcu-
lated according to the specification in [27]. Namely, lower and upper bounds
of: Load factor, Pitch attitude, Angle of attack, Speed, Mach and Roll angle.
Each of them may be used as an objective to minimize in order to find a “worst
case”. The function envDistances.m, encapsulates the definition of the imple-
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Figure 9: The longitudinal and lateral pilot signal are plotted together with α(t) corre-
sponding to the stopping point of the quasi-Newton iterations for example 2.
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Figure 10: The longitudinal and lateral pilot signal are plotted together with nz(t) corre-
sponding to the starting point of the quasi-Newton iterations for example 3.
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Figure 11: The maximum nz(t) is plotted with respect to the number of iterations for
the quasi-Newton method in example 3.
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Figure 12: The longitudinal and lateral pilot signal are plotted together with nz(t) corre-
sponding to the stopping point of the quasi-Newton iterations for example 3.
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Figure 13: The longitudinal and lateral pilot signal are plotted together with α(t) cor-
responding to the stopping point of the cyclic coordinate descent iterations for example
3.

mented clearance criteria and the envelope boundary values. You may append
to envDistances.m any new criterion you like, without having to modify the
code elsewhere.

Domain

In setSearch.m, you select which criterion to “optimize”, which variables to
include in the search (the decision variables) and what search space bounds to
use. All other fixed configuration and simulation parameters are specified in
CaseDescription.m (which is called by setSimdata.m).

Parameters of the optimizers

A short description of arguments and option parameters of the optimizers
is given in setOptimize.m. For a fuller account, see diffev.m, genetic.m,
direct.m and pattern.m.

Results

In showResult.m, we give some hints about how to handle the output from a
worst case search. We have implemented a flexible framework for having the
optimizers calling m-functions supplied by the user for plotting or analyzing
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results. This is described in setOptimize.m and demoVisual.m.

Augmentation

The only augmentation of the model COFCLUO BF NonLinearModel.mdl needed
is the following: Add a “To Workspace” block in COFCLUO BF NonLinearModel/
CONTROL LAWS, making VALIM available as a struct sim out VALIM.

Software/hardware requirements

The m-files in this package run on MATLAB 6 and later. The Airbus/COFCLUO
Simulink model runs on MATLAB 7. To utilize the option for parallel compu-
tation, MATLAB Parallel Computing Toolbox 4 is needed.

Computing time

The total computing time is completely dominated by the time it takes for
trimming and running the Simulink model. Therefore, the computing time is
proportional to the total number of objective function evaluations, a number
that is used as the main termination criterion.

Summary

You may launch cofopt.m directly, without any changes. The “factory set-
tings” runs pattern.m (local search, case 7 in cofopt.m), with a small search
space (only longitudinal stick with 3 variables). When you want to run other
cases, the main places where you have to make changes are:

• CaseDescription.m - define all fixed aircraft configuration parameters,

• setSearch.m - select criterion and search space parameters,

• setOptimize.m - set input arguments of the optimizers.

Then, choose which optimizer to use in the switch statement in cofopt.m,
or make your own combination of algorithms. The last two switch cases are
useful for testing and to get a feeling for simulation times, etc.

4.2 Differential Evolution

This is an implementation of Differential Evolution (DE), an algorithm for
global optimization in a (bounded) real-valued domain. A clear presentation
and motivation for DE is given in the original paper [32]. A fuller account,
with a lot of details, is given by [26].

The population P is a sequence (xi)i=1,...N of vectors in a specified bounded
region of Rnvar, where nvar is the number of decision variables (i.e. the length
of the vectors xi). Strictly speaking, P is not a set since some of its terms
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may be equal. The terms of P are rather identified by their indices i, but often
referred to as the “members”, or “individuals”, of P . (To be precise, P is an
element in the Cartesian product over N copies of Rnvar.) The population is
iteratively developed by a stochastic procedure into a series of new sequences,
the “best” terms of which hopefully converge to a global optimizer.

In each iteration, perform the following three steps for each index i = 1, ...N :

Mutation

Randomly choose three mutually different indices (i1, i2, i3) other than i, and
define a mutant vector v

v = xi1 + F ∗ (xi2 − xi3).

Here, (xi1 xi2 xi3) are the terms of P corresponding to the three chosen indices,
and F is a fixed scale factor (an option parameter) with value in [0, 2]. In DE
terminology, the current i-th term xi of P is referred to as the target vector,
xi1 is called the base vector and xi2 − xi3 is the difference vector.

Crossover

From the current target vector xi and the mutant v, a trail vector u is formed
component-wise by selecting with probability CR the coordinate from v, other-
wise from xi. CR is another option parameter with value in [0, 1].

Survivor selection

The trail vector u is then compared with the target vector xi , and if u has
better objective function value, it takes the place of x in the next generation,
otherwise x is retained.

There are some points that distinguish DE from a genetic algorithm (GA).
There is no parent selection, i.e. the “parents” (see the next section on GA) in
the crossover step are not chosen on the basis of their objective function values.
There is no need for collecting and sorting a whole sequence of offspring, instead
the survivor selection takes place by a simple direct tournament between the
current target vector and its randomly generated trail vector. The mutation
step in GA depends typically on some fixed probability distribution. In DE,
on the other hand, the mutation is determined by the population itself through
the difference vector. This gives a “self-adapting” character which seems to be
the most important feature of DE.

4.3 Genetic algorithms

This is a general and compact function for investigating “genetic” types of
stochastic search strategies for global optimization of a function in a real-valued
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domain. Genetic Algorithms denote, not just one optimization procedure, but
a whole family of almost endless variability. The present implementation is
just one possibility. For a full account of the subject, see [4], [6] and [24].

A sequence P of popsize vectors in Rnvar, called the population, is iteratively
developed into a series of new sequences, or generations, by applying stochastic
variation operators to the individual terms of the sequence. The terms are
often referred to as “members”, or “individuals”, but remember that they are
identified by their index numbers in the sequence (i.e. the same vector may
appear several times in P ). The series of best individuals from each generation
will hopefully converge to a global optimizer (“best” in terms of objective
function value, in this context also called fitness).

Variation

There are two kinds of variation operators, mutation and crossover. A mutation
operator takes one individual and changes some of its coordinates randomly. In
crossover, two individuals, usually called the parents, are combined in a random
way to create a new vector. The resulting vector is in both cases called a child,
or offspring. Here, we will refer to the single operand of mutation also as a
“parent”. Three crossover operators and two mutation operators have been
implemented.

The three crossover operators create children that lie somewhere within a
hypercube with the two parents positioned in opposite corners. This introduces
a certain degree of correlation between the child and its parents. The two
mutation operators, on the other hand, create children that are (more or less)
uncorrelated with the parent in the mutated coordinates. One could say that
the role of mutation is to create diversity in the population and to explore the
whole search space, whereas crossover may find an even better solution in the
vicinity of two already “good” parents (i.e. it is more local in its character).

Selection

The explorative activity of the variation operators is counteracted by a selection
mechanism whereby the individuals compete for “survival”. This takes place at
two stages. First, parent selection: the parents used for creating the offspring
are selected from P on the basis of their fitness; individuals with better fitness
have higher chance of being selected for mutation or crossover. Second, survivor
selection: from the combined sequence of current population and offspring,
individuals for the next generation are selected, also based upon their fitness.
This creates a force towards convergence, which has to be carefully balanced
against the striving for diversification from variation.

Parent selection

This stage is a two step procedure. The population members are first sorted
according to fitness and their rank numbers n are mapped into a probability
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distribution p(n). A random selection “with replacement” (i.e. multiple copies
may be produced) of a required number of individuals to serve as parents is
then performed.

Two different rank mappings are supplied as subfunctions: in rankScaling
the probability of selection is defined by the power law

p(n) ∝ 1/
√

n,

while in geometricScaling the probability is defined by an exponential func-
tion

p(n) ∝ (1− Q)n−1.

Here, n = 1 means highest rank and n = 2 second-best etc. The option param-
eter Q, with value in (0, 1] defined inside the subfunction geometricScaling,
controls the shape of the latter distribution.

Two different subfunctions for parent selection are provided: rouletteSelect
and susSelect.

survivor selection

For this second stage, a fixed number of the best individuals from the current
population, called the elite, are appended to the sequence of children, and from
this pool the best of individuals are selected to enter the next generation. The
number of elite members is an important parameter for influencing the selective
pressure; if this number is large, it will be harder for children to enter the new
population and the search may become less effective.

4.4 Direct

The Dividing Rectangles (DIRECT) algorithm is a deterministic and deriva-
tive free method for global optimization. It systematically samples the search
space in a clever way, that includes both global and local explorations simulta-
neously. It was introduced in [18] as a generalization of so-called Lipschitzian
optimization. It contains only one parameter (the Jones factor), of which the
algorithm is fairly insensitive.

We refrain from giving a detailed description and redirect instead the user
to [18], which is very well written and informative. The present implementation
is based on a free software developed by Daniel Finkel [7]. We have adapted
the code to the framework of the present optimization package.

DIRECT always starts by sampling the center of the search space, which
is a hyper-rectangle (a “box”) due to the bound constraints. This box is then
partitioned into a series of sub-boxes, by dividing a set of old boxes (called the
“potentially optimal rectangles”) along their longest sides. The new boxes are
sampled in their respective center points. It is possible to show that, in the
limit of infinite number of such divisions, the set of all samples forms a dense
subset of the search space [18], [8]. If the objective function is continuous
in a neighborhood of the global optimum, then convergence of the algorithm
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is guaranteed (cf. the non- existence of such proofs for the stochastic search
algorithms).

However, for a real world application, it is not possible to quantify how
far a given result is located from the true global optimum. The “state of
convergence” after a finite number of iterations must be judiciously estimated
or assessed.

4.5 Pattern search

Pattern Search is a deterministic local optimization method, based only on
sampling of the objective function in a neighborhood of a current point. The
term “pattern search” is used in [33] for a collection of direct search (“derivative
free”) methods of similar structure and origin. A short overview is given in
[34]. The particular method employed in the present implementation is the
classical algorithm of Hooke and Jeeves [17].

A precise description of the algorithm is given in [33], section 4.3. Somewhat
simplified, what happens is the following. Take steps forward and backward
in each coordinate direction around the current point and see if the objective
function value improves. Every time it does, accept the new point as current
point. If all directions are tried without success, shrink the step size by a factor
shrinkfactor, which is an option parameter (a good default value is 0.5), and
make a new round of “coordinate search”.

The situation concerning convergence results is somewhat better compared
to the global optimizers. In [33] and [19], proofs of convergence to a stationary
point, ∇f(x) = 0, are given for continuously differentiable objective functions.
The key facts here are that samples taken always lie on a rational lattice and
that the search directions (the “search pattern”) form a “spanning set”. In [5]
a very interesting result is given about the possibility of using the step size as
a convergence measure. So, for continuously differentiable objective functions,
the decrease in step size provides an actual indicator of convergence. (Beware
of discontinuous functions!)

4.6 Evolution Strategies

We have implemented some basic variants of Evolution strategies (ES), an algo-
rithm for global optimization in a real-valued domain. It is related to, but has
been developed in parallel to, genetic algorithms. The distinguishing feature
of ES is the inclusion of self-adaptive control parameters. The search space is
extended by a set of so-called strategy parameters. In the present implemen-
tation only mutation strengths are included and no covariances, making the
mutations uncorrelated.

A clear presentation of ES is given in [2], to which we refer the reader for
further details. Some useful information is also found in [4] and [6].

This implementation shares some features with our implementation of ge-
netic algorithms. In every iteration cycle, lambda number of children are made.
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A fixed number of the best individuals from the current population, called the
“elite”, are appended to the sequence of children and from this pool the best mu
number of individuals are selected to enter the next generation. The number
of elite members is a parameter for controlling the selective pressure: if this
number is large, it will be harder for children to enter the new population and
the search may become less effective. This number is controlled by the option
parameter eliteFraction, see below. The input parameter mu is the size of
the pool of parents, rho is the number of parents involved in recombination.

The bound constraints are handled by bounce back [26]. If the mutated
vector is outside the box defined by the inputs lowb and uppb, the violating
coordinates will be randomly thrown back to the interval between the corre-
sponding recombinant vector coordinates and the violated bounds.

4.7 An Airbus/COFCLUO example

In this section we apply DE, GA and DIRECT on the Airbus/COFCLUO
model in a case chosen quite arbitrarily. Unfortunately, time did not allow us to
include ES. The results of applying ES will be presented later. No conclusions
may really be drawn concerning the relative merits of the different methods,
you must run a lot of cases to collect statistics for this. The purpose of this
section is just to illustrate some points.

The envelope distance chosen to drive the optimizers was upper bound for
angle of attack. The following flight conditions were used: altitude = 20000 (ft),
vcas0 = 220 (kts), weight = 230000 (kg) and center of gravity position = 0.37.
Auto thrust engagement was on. The search space included only longitudinal
and lateral stick, both employing a step sequence with 6 amplitude values each.
In both cases, the bounds where [-16 16], fixed start time t0 = 2 and fixed time
steps dt = 2. The simulation time was only 15 seconds, to keep computing
time within reasonable bounds. Since the stick is released after 14 seconds, one
expects the aircraft to return into the normal flight envelope.

Figure 14 shows the convergence plot when applying DIRECT. Total num-
ber of function evaluations was 25933 and the least envelope distance found was
-13.54, which corresponded to an angle of attack of about 24 degrees. Figure
15 shows the kind of plot that is generated by usePlotX.m. Scaled values of
the 6+6 amplitude variables are plotted versus their indices (each variable is
mapped to the interval [0, 1]). The final “worst” solution is highlighted on top
of the “worst” solutions from all previous iterations. The DIRECT algorithm
clearly seems to get stuck after 5000 function evaluations.

Figure 16 shows the convergence plot when applying GA. Population size
was equal to 50. Total number of function evaluations was 21750 and the least
envelope distance found was -13.95, corresponding to an angle of attack of
29.9 degrees. Figure 17 shows the scaled amplitude values of the worst cases
found in each generation (note, not all samples drawn in total). This case is
interesting, since it displays a potential pitfall. After 10000 evaluations, one
could easily have drawn the conclusion that the computation had converged.
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Figure 14: Airbus/COFCLUO example, DIRECT convergens plot.
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Figure 15: Airbus/COFCLUO example, DIRECT scaled amplitude values.
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Figure 16: Airbus/COFCLUO example, GA convergens plot.

But then suddenly, an offspring is generated lying in a completely different
basin of attraction and the objective function value goes down quite a bit. You
can discern in figure 37 the thick band of “worst” amplitude values during the
first 10000 evaluations, then comes a bifurcation and the solution jumps to
a different region. For this run, the mutation rate of the GA algorithm was
chosen quite high, so the population maintained a good explorative capability.

Figure 18 shows the convergence plot when applying DE. Population size
was equal 50. Total number of function evaluations was 3550 and the least
envelope distance found was -26.12, corresponding to an angle of attack of 36.6
degrees. Figure 19 shows the scaled amplitude values. DE clearly managed to
find an even worse case in an order of magnitude shorter time.

To investigate the stability of this result, we made a second run of DE.
This time population size was put to 100. The computations lasted for 35000
function evaluations. The worst case found was very close to one shown in
figure 19. The least envelope distance was -26.54, corresponding to an angle of
attack of 37 degrees. Figure 20 shows the convergence plot. It appears that we
were lucky in the first try, because after 5000 evaluations, the second run only
reaches a level of -20. But by allowing the computation to proceed, we seem
to finally attain the (global?) minimum previously found.

If you examine the simulation outputs for the two worst cases found by
DIRECT and GA above, you see that they return quickly into the normal
flight envelope. Not so, however, for the solution found by DE. In figure 21
you can see that the angle of attack makes a huge excursion up to 54 degrees
and then returns to normal flight envelope, about 20 seconds after the stick
has been released.
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Figure 17: Airbus/COFCLUO example, GA scaled amplitude values.
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Figure 18: Airbus/COFCLUO example, DE convergens plot.
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Figure 19: Airbus/COFCLUO example, DE scaled amplitude values.
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Figure 20: Airbus/COFCLUO example, DE #2 convergens plot.
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Figure 21: Airbus/COFCLUO example, plot of simulation outputs for worst case found
by DE.
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